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Abstract 
This paper presents a Genetic Algorithm for tackling the Travelling Salesman Problem using a form of 1-

point crossover which does not require evaluation of the subtours in the problem space, but will exchange the 
longest subtours possible following the crossover site, minimising the need for random filling to complete the 

child genome. 
 

1. Introduction 

The Travelling Salesman Problem (TSP) is a composed of a set of cities and an associated cost to travel 
between each of them (commonly distance). The goal is to find the least expensive (shortest) route by 
which all cities can be visited once (and returning to the city where the journey was started). Each 
unique route is referred to as a tour. The number of possible tours increases rapidly as the number of 
cities is incremented; one of the issues with this particular problem is validating that the shortest tour 
found is the shortest tour possible. 
 
Genetic Algorithms (GAs) are a form of Evolutionary Computation and use the Darwinian concepts of 
evolution and natural selection to breed better solutions to a problem over a number of iterations. They 
are composed of a number of individuals in a population whose genome is a representation of one 
solution to the problem to be solved. These individuals are assessed for fitness (a measure of how well 
the solution encoded by their genes solves the problem), fitter individuals are bred together (with some 
chance of genetic mutation) and form the next generation, where the process of fitness assessment and 
selection is repeated. This cycle is repeated until either a certain quality of solution is attained or until a 
set number of iterations have passed (at which point the f ittest individual found represents the best 
solution to the problem found so far). 
 
This paper will detail the development of a GA to tackle the TSP. Section 2 will cover some of the 
previous work done using GAs on the TSP. Section 3 will detail how the test system functions and how 
the experiment was conducted; section 4 will present the results. Some analysis of the results is 
performed in section 5 and section 6 draws some conclusions on what the experiment achieved, what 
could have been improved and potential additions and alterations which should examined in future 
experiments. 

2. Background 

Standard GA techniques, such as the use of binary strings to represent the genome, are difficult to 
apply when attempting to tackle the TSP due to some of the restrictions within the problem domain 
(such as non-repetition of cities). Because of this, specific genome representations, crossover and 
mutation methods are used. 

2.1 Crossover in the Travelling Salesman Problem 
Crossover is designed to exchange genetic material between individuals in a population; children are 
produced by combining sequences of genes from two individuals in the current population. In a 
population of individuals whose genes are represented as binary strings, pseudo-randomly selected 
crossover sites can be chosen and all genetic material after the crossover point exchanged with another 



individual. However, given the requirements of the TSP, standard crossover would invalidate a large 
number of individuals, since each city should only be visited once in a tour; combining the genes of 
two individuals based on a pseudo-randomly chosen site in the chromosome provides no guarantee that 
the genetic material being exchanged is not already present in the part of the individual excluded from 
crossover. 
 
Because of the representation of the problem, a pseudo-randomly selected sequence of genes from one 
individual cannot be wholly exchanged reliably between individuals. Crossover should exchange 
genetic material between two individuals to produce their offspring; the amount of material exchanged 
should not be a fixed amount (else genetic material before the crossover point will change only through 
mutation, hampering evolution). 
 
Other implementations of TSP GAs use a variety of techniques to circumvent this issue. Greedy 
crossover [2] Òselects the f irst city of one parent, compares the cities leaving that city in both parents, 
and chooses the closer one to extend the tour. If one city has already appeared in the tour, we choose 
the other city. If both cities have already appeared, we randomly select a non-selected city.Ó [5]. This is 
an effective method, but requires that the crossover method have decision capability based on the 
problem domain; the method is not simply exchanging genes, but evaluating their performance in the 
context of the problem to determine which genes should be exchanged. 
 
Another system [5], uses a representation scheme that is based on journeys between cities, rather than 
the cities themselves. This requires a mapping of every journey combinations between every pair of 
cities: n cities requiring 2((n-1)2) journey combinations. The crossover method operates on the whole 
chromosome, rather than a pseudo-randomly chosen sub-section and always produces children that 
contain any subtours present in both parents. This causes the population to converge quickly; the author 
relies on mutation and a large population size (10,000 individuals for 100 cities) to prevent premature 
convergence. 

2.2 Mutation in the Travelling Salesman Problem 
In a standard GA implemented using binary strings, mutation on an individual can be achieved by 
flipping the bit of a pseudo-randomly selected site in the chromosome: a bit currently set to 1 becomes 
set to 0; a bit currently set to 0 becomes set to 1. With the TSP, any mutation on an individual must 
respect the rules of the representation method and maintain the integrity of the tour, which the 
individual's chromosome represents. 
 
Some Travelling Salesman implementations [7] add the condition that the mutation must produce a 
tour of shorter distance, and can exchange genes of any distance apart in the chromosome. This has the 
affect of always improving the individual having had mutation applied, but at the cost of a single 
mutation being evaluated for suitably by scoring the f itness of the individual as a whole. 

3. Experimental design 

Due to the level of customisation required to modify existing tools (such as [1]), it was deemed to be 
faster (in both development time and system execution time) and more reliable to develop a bespoke 
system (it being easier to locate and f ix bugs in oneÕs own code). The GA was implemented in Java 
(1.4.2) and is available from [3]. 
 
The mutation rate, rate of crossover, population size, maximum number of generations, number of 
cities, grid width, grid height, distance decimal precision and fitness decimal precision are configured 
through a parameters f ile. A pre-generated map f ile (see section 3.2) can be taken as a parameter when 
running the system; please read the accompanying documentation for more information. 

3.1 Problem representation 
To represent the TSP, each individual in the population represents a complete tour and contains a 
chromosome with the same number of genes as cities. Each gene in the chromosome stores a 
representation of a city; the order of the representations forms the order of the tour to be taken. Each 
city representation must be unique, appearing only once in each chromosome; the complete tour 
includes returning to the f irst city once at the last city, meaning the chromosome acts more cyclic than 
linear. 



 
Individuals store only unique representations of cities in their chromosome (in the form "AA" to "ZZ"); 
all individuals contain representations of all cities (but in different sequences). Individuals do not need 
to store the locations for each city; the city locations do not change once loaded and need only be 
referenced when calculating tour distances. 
 
Cities locations are represented by an x,y pair in a generalised 2D space (units not defined). The 
minimum values for this space are 0,0 and the maximum values are set at 50,50 (but are a configurable 
system parameter). Cities may be located on axes (0 x and / or 0 y values), but 2 cities cannot exist at 
the same x,y position (regardless of if  the map is randomly generated or parsed from a specified file; 
this is enforced through validation). 
 
For each of the maps described in section 3.2, 50 runs are performed and the results mean averaged; 
each run is composed of 128 individuals evolving over 100 generations. Typical execution time of a 
run for any of the 3 test maps is less than 2 seconds on an Intel Core 2 Duo 2.4GHz with 1GB of RAM. 

3.2 Map generation 
Given the maximum width and height of the grid on which cities can be placed, and the number of 
cities desired, a pseudo-random map of cities can be generated. Whilst creating interesting problems, 
these maps can prove diff icult when it comes to evaluating the performance of a system on a certain 
map; to ascertain if a run reached the optimal solution, the optimal tour(s) must be known. This can be 
done by a person, calculating the optimal tour(s) and the distances they cover; another option is to 
generate all possible tours for a problem (this is usually the time consuming part of solving the TSP for 
a given number of cities). 
 
A map of cities for which the optimal tour is already known can be presented to the system, enabling 
the system performance with certain parameters to be graded (using the distance from the optimal 
solution, or the number of generations taken to reach the optimal solution, as measures). Since certain 
maps can have the optimal route selected visually by a person with relative ease, a simple Web based 
interface (available at [3]) was written to allow a map to be created visually and downloaded in a form 
readable by the system. 
 
For this experiment, 3 maps were devised, each with 16 cities in various locations. It is worth noting 
that even with only 16 cities, the number of possible tours is 0.5 (16-1)! (653,837,184,000). Generating 
1,000,000 tours a second, it would take over 7.5 days of non-stop computation to generate all possible 
tour combinations (these tours would also need their total distance calculating, to find the optimal 
solution). The test maps are trivial for a person to f ind the optimal tour for visually, but suitably diverse 
to challenge the system: 
 

¥ Map 1 consists of a 5 units by 5 units square of 16 cities (5 + 3 +5 + 3), each city being a 
single unit away from its neighbour (giving a total optimal tour length of 16 units) 

¥ Map 2 consists of 2 parallel lines of 8 adjacent cities, with a gap of 2 units between the lines 
(giving a total optimal tour length of 18 units) 

¥ Map 3 consists of 16 cities placed on the perimeter of the 50x50 unit grid, including one in 
each farthest corner (giving a total optimal tour length of 200 units) 

 
These map files are included with the system package available from [3]. 
 
The representation scheme used in the system is capable of handling up to 676 cities (and was 
originally designed to handle up to 17,576 cities). However, some reporting functions (population 
diversity measures in particular; see section 3.7) are expensive to perform due to the size of the data 
structures required and the amount of memory they consume (meaning Java will run out of heap 
memory). 

3.3 Calculating fitness 
Each tour represented in the population has a distance associated with it, calculated by the distance 
from city 1 to city 2, city 2 to city 3, etc. and f inally the distance from the last city in the tour back to 
the f irst city in the tour. At each generation, each individual in the population has the distance of its 
tour calculated, shorter tours representing a f itter individual. The system has no concept of the optimal 



solution or the shortest tour distance achievable at any point during its operation, so the fitness of each 
individual is assigned based on the tour distances of all individuals in the population at that time. The 
individual with the longest tour in the current generation is assigned a f itness of 0.0; the individual with 
the shortest tour in the current generation is assigned a fitness of 1.0. Using the distance range between 
the weakest individual and fittest individual, the other members of the population can be assigned a 
fitness value between 0.0 and 1.0. Fitness values are only applicable within a single generation and 
cannot be compared across generations (the individual with f itness 1.0 in generation 0 is likely to have 
a much greater tour distance than the individual with fitness 1.0 in generation 100). A f itness value was 
not assigned based on the tour distance relative to individuals in every generation, as this would require 
knowing both the lower and upper bounds of tour distance for a specified map (which is only possible 
if the system is made aware of the optimal tour distance at the start of its execution). 

3.4 Selection 
The system was initially designed with a form of elitism. With each generation, all individuals have 
their tour distance calculated and are then assigned a f itness value between 0.0 and 1.0. The top 50% of 
the population (in terms of fitness) is copied into the next generation; the bottom 50% is removed. 
Pseudo-random pairs of individuals from the top 50% are then mated, producing 2 children. These 
children have crossover and mutation applied (if applicable; as described in sections 3.5 and 3.6 
respectively) and are then added to the population (replacing the lower 50% removed) and the cycle is 
ready to be repeated. 

3.5 Crossover 

A method of 1-point crossover was developed, designed to maximise the length and amount of 
subtours that can be exchanged between individuals when spawning children. The rate of crossover 
was set at 0.9 (meaning that, on average, for every 10 breeding events, 9 would have crossover 
applied). 
 
Two individuals which are to breed have their genetic structure copied to create two children. A 
crossover site is pseudo-randomly selected in the children's chromosomes, which must be after the f irst 
gene, but before the penultimate gene (this is to ensure that the gene sequence selected for exchange is 
at least 2 genes in length). The children are split into head and tail sections: the head of each child is 
composed of the gene sequence before the crossover site, the tail of each child composed of the gene 
sequence after the crossover site. 
 
For each child, a pool of genes that form the tail section is created; this is the pool of genes available 
for manipulation in each child. For each child's tail, all possible subtours (with a length of at least 2 
genes) are extracted (subtour combinations present in the original child tail, as directly copied from one 
of the parents). 
 
The subtours from child1's tail must now be f iltered so that only those that can be constructed from 
child2's tail gene pool remain (and child2's tail subtours f iltered based on child1's pool of available tail 
genes). The compatible subtours for each child are sorted by gene sequence length, giving priority to 
longer sequences (since we want the genetic material inserted to contain as much genetic structure as 
can be retained from the original gene sequence extracted from the other child). 
 
The tail sections for both children are now reconstructed. The longest gene sequence is selected from 
the compatible subtours for that child. 
 
In some situations, the longest compatible subtour is equal in length to the tail section; both children 
may of had tail sections composed of the same genes (either in the same, or different sequences). In 
this situation, the heads of each child can be reattached to the newly generated tails and the children 
then passed on to the next stage in breeding (mutation). 
 
However, it is more probable that the longest compatible subtour will be shorter than the tail length. In 
this situation, the process of finding the next longest compatible subtour is repeated until the tail has 
been f illed or until all compatible subtours are exhausted. After a compatible subtour is added to the 
tail, it is removed from the list of compatible subtours; the list is also filtered to remove any other 
subtours which contained genes that formed part of the subtour added to the tail (since these have now 



become invalid subtours, if used in combination with the subtour selected for tail insertion). The pool 
of genes available for each child's tail is also filtered with each subtour addition. 
 
If all compatible subtours (with successive filtering after selecting each next longest subtour) are 
depleted, but the tail has not been f illed, the pool of available genes for each child's tail will contain all 
genes which could not be added to the child's tail as part of a subtour extracted from the tail of the 
other child. This tends to occur when one child's tail contains genes not present within the other child's 
tail; no subtour extracted from the other child's tail could contain these genes. In this situation, the 
remaining genes in the pool are attached in a pseudo-random order to the tail. 
 
The new tails now complete, the heads of each child can be reattached and the children then passed on 
to the next stage in breeding (mutation). 

3.6 Mutation 
A mutation cannot be implemented by changing a single gene in the individual, since this would 
invalidate the tour (the tour would either contain an invalid city, or would contain the same city 
multiple times). Instead of altering the content of a single gene, the position of 2 genes is changed; the 
tour remains valid and the individual has been mutated. In order to avoid Hamming cliffs (small 
changes in the genotype causing large changes in the phenotype), the genes that are to exchange 
position must be neighbours in the chromosome. Since a tour can be seen as a complete journey, 
returning to the starting city from the last city specified in the chromosome, the f irst and last cities can 
also be treated as neighbours in the content of mutation. The mutation rate was set at 0.1 (meaning that, 
on average, for every 10 breeding events, 1 would have mutation applied to one of the children). 

3.7 Diversity measurement 
With each successive generation of solutions, it is beneficial to be able to detect the diversity of the 
population, to determining if the population is converging to any optima. The diversity of a populated 
can be determined by various methods, giving various levels of granularity. An obvious measure is that 
of fitness of individuals; in this situation, determined by the distance of the tour of cities an individual's 
chromosome represents (short tour distances equating to a fitter individual). However, individuals can 
have very similar tour distances whilst representing different tours (chromosome structure), so this 
measure is somewhat superficial. 
 
In order to quantify the diversity of a population, individuals can be examined at a chromosomal level, 
to determine their similarity to one another. When 2 individuals are graded with the same fitness level, 
a complete chromosome comparison can be used to determine if  the matching tour distance is the result 
of the individuals possessing the same genetic code. As individuals breed in each generation and their 
genetic code becomes increasingly similar due to crossover, genetic duplicates may begin to appear in 
a population; recording the number of individuals with unique genetic structure within a population can 
be used as indicator to determine if  the population is converging. 
 
However, individuals can be genetically similar, yet not identical, meaning a more granular metric for 
determining diversity is needed. In each generation, a genetically average individual can be constructed 
from the individuals in the population, and the genetic distance between each individual and the 
assembled average individual calculated. This measure of genetic similarity for each individual can be 
expressed in relation to the potential (maximum) genetic differences across the whole population; 
having quantified the upper and lower bounds of genetic difference in the population, a normalised, 
comparable genetic diversity for each generation can be deduced. Initially high (due to the initialisation 
of the population with pseudo-randomly generated solutions), the genetic diversity decreases as the 
populationÕs genetic structure begins to converge. 

3.8 Pseudo-random values generator 
Pseudo-random values used in the implementation were required for: 

¥ Determining the position of cities (if using the system without specifying a map file; and 
respecting the unique city locations only rule) 

¥ Determining the initial tours of the individuals 
¥ Determining the breeding partners (from a generated breeding pool; not from the whole 

population) 



¥ Determining if to apply crossover and mutation (in combination with the crossover and 
mutation rate parameters) 

¥ Determining the crossover site in the chromosome (within a set range) 
¥ Determining the mutation site in the chromosome 

 
Pseudo-random values were generated using [4]. 

3.9 Logging 
For each run, four log files are generated. These contain: 

¥ Parameter data (values of parameter set, including mutation rate, rate of crossover, population 
size, maximum number of generations, number of cities, grid width, grid height, distance 
decimal precision and fitness decimal precision) 

¥ Map data (mapping of city names to their 2D points on the grid) 
¥ Raw generational genetic data (genes of all individuals in every generation) 
¥ Aggregate data (for each generation: best tour distance, worst tour distance, mean tour 

distance, population individual diversity and population genetic diversity) 
 
These logs record the data for results analysis, but also enable a run to be repeated with the same 
parameters and city locations (the map log generated is deliberately designed to be the same as the map 
format accepted as a parameter when running the system, with the exception of the f irst line of the log, 
which denotes the f ield names). I t should be noted that the pseudo-random values generated are not 
logged, meaning that an individual run cannot be replicated exactly, merely repeated with the same 
settings (multiple runs with the same parameters and map may produce different results due to the 
pseudo-random values used in the process, as detailed in section 3.8). 

4. Results 
The aggregate log f iles generated for each run (50 runs per map) were parsed and mean average values 
calculated of the best tour distance, worst tour distance, mean tour distance, individual diversity and 
genetic diversity for each generation. For each of the 3 maps, the best distance, worst distance and 
mean distance were plotted together against the generation (f igures 1, 3 and 5); the predetermined 
optimal solution added for reference. A plot of the normalised individual and genetic diversity against 
the generation was performed for each map (figures 2, 4 and 6). Out of 50 runs for each map, the 
optimal tour was found 14 times for map 1, 6 times for map 2 and 20 times for map 3 (the best tour 
distance plotted in figures 1, 3 and 5 is a mean average of all 50 runs at each generation and hence does 
not appear to reach the optimal tour distance). 

 

 
Fig. 1 Best tour distance, worst tour distance, mean tour distance and optimal tour distance for 
map 1. 



 
Fig. 2 Individual and genetic diversity for map 1. 

 
Fig. 3 Best tour distance, worst tour distance, mean tour distance and optimal tour distance for 
map 2. 



 
Fig. 4 Individual and genetic diversity for map 2. 

 
Fig. 5 Best tour distance, worst tour distance, mean tour distance and optimal tour distance for 
map 3. 



 
Fig. 6 Individual and genetic diversity for map 3. 

5. Analysis 
Although only f inding the optimal solution in 28% of the runs for map 1, 12% of the runs for map 2 
and 40% of the runs for map 3, all 3 maps tested showed the GA to f ind improved solutions from the 
initial set of random tours. Figures 1, 3 and 5 show little change in the best and mean tour distances 
beyond generation 50. This could mean local optima were found; however, these optima appear to be 
in a similar relative position to the predetermined optimum for all 3 maps. The genetic diversity plots 
(figures 2, 4 and 6) indicate a different situation; at generation 50 the diversity within the population 
has dropped below 0.1 (on a normalised scale of 0 to 1, 0 representing no diversity in the population 
and 1 representing the greatest possible diversity for that population; see section 3.7 for more detail on 
how the individual and genetic diversity was measured). This indicates premature convergence of the 
population. 
 
The rapid descent of both best tour distance and the population diversity measures indicate high 
selection pressure; given the form of algorithm used to determine breeding partners and which 
individuals survive to the next generation, this is not surprising. The fittest 50% of the population 
survive to the next generation; but the breeding pool is also formed solely of these individuals. 
Although this means that good subtours (gene sequences that produce good fitness) are rapidly 
disseminated among the population, it also means that the diversity of the breeding pool rapidly 
decreases. Once all the good subtours in the breeding pool have been combined, there is very little 
ÒnewÓ genetic material (different subtours) within the breeding pool to be exchanged (apart from those 
generated by mutation). Although mutation should help avoid this, once the population has converged, 
there is little difference in tour distance across the population. The mutation method chosen can only 
produce a small difference in the individualÕs chromosome; but a larger genetic change would be 
required to produce a shorter tour distance than the narrow range of the population tour distances. This 
can be seen in the worst tour distances after generation 50 in figures 1, 3 and 5; some of the population 
are mutating but it is only having a small effect on the tour distance. 
 
The diversity plots against generation (f igures 2, 4 and 6) provide another interesting insight. The 
individual diversity measure is generated by examining how many individuals in the population are 
genetically identical; the genetic diversity measure is more subtle (how this is calculated is covered in 
section 3.7). The pseudo-random population generated initially never contains 2 individuals with the 
exact same genetic structure (this is not impossible, but even with only 16 cities, the odds against it are 
greater than a billion to 1). However, the genetic diversity measure indicates that although all 
individuals may have unique genetic structure at initialisation, there are genetic similarities in the 
population (this occurs in all 3 diversity plot figures). All 3 diversity plot figures also exhibit a trait of 
the individual diversity rapidly dropping below the genetic diversity within just a few generations of 
initialisation. This indicates that although some members of the population have rapidly developed the 
exact same genetic structure as other individuals, the genetic diversity, although falling, is decreasing 



at a slower rate than the individual diversity. A possible cause of this is exact genetic matches 
breeding, producing 2 identical children (which posses the exact same genetic structure as the parents) 
because crossover is exchanging the exact same genetic material. Mutation may occur in one of the 
children (with a probability of 0.1) but this means that if  2 identical individuals breed, this will result in 
3 identical individuals and a 90% chance of the 4th individual also being identical. Identical individuals 
will have the same tour distance and thus the same fitness rating in the generation; any individual 
generated with a slightly higher fitness rating will be able to gain 3 or 4 places in the ranked population 
(and thus a greater chance of being within the top 50% selected for survival and breeding; but also 
reducing the number of genetically identical individuals taken for the next generation). 

6. Conclusions & future work 

The GA developed did produce solutions with a shorter tour distance than those of the initial pseudo-
randomly created population and found the optimal solution in between 12% and 40% of runs, 
depending on the map. The average best tour was longer than the predetermined optimal, but within a 
30% range compared to the best tour generated pseudo-randomly in the initial population. 
 
The population prematurely converges within 50 generations on the 3 test maps due to sustained high 
selective pressure caused by the selection mechanism for survival and breeding; the mutation method 
does not create enough genetic changes in an individual, resulting in no new genetic material been 
injected into the breeding pool of the next generation to escape the convergence. To maintain the high 
initial selective pressure, but reduce it as the population evolves and begins to converge, a different 
selection method should be tested, such as roulette wheel selection. The mutation rate should remain 
unchanged, but the mutation method should be altered to affect a number of genes based on the total 
number of genes within the individual. 
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